5.1. Init and Runlevel

A system's runlevel depends on its ability to perform the boot up process
successfully. The boot process occurs in the order of the steps listed below.

POST
Bootstrap
Boot loader
Kernel

Init

vk wnh e

The init (initialize) daemon is responsible for loading all the other daemons that
bring the system to a useable state. (A daemon is a system service.) To load the
other daemons, init uses the /etc/inittab (init table) configuration file.

Linux lets you define multiple runlevels. A runlevel identifies a collection of
services that defines a specific system state. For example, Microsoft Windows has
Safe Mode and regular mode which are somewhat equivalent to Linux runlevels.
In Linux, however, you can define multiple runlevels and customize the runlevels
to meet your own needs.

The runlevel is determined by the number and type of daemons that a system has
loaded into memory and is executing. The table below describes each of the
seven runlevels. (This system of seven runlevels comes from System V Unix which
first implemented this initialization procedure.)
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Runlevel Description Directory

This is the halt state. In runlevel 0, the system has

0 no daemons in memory and is ready to be turned  |/etc/rc.d/rc0.d
off.

1 This is single user mode. In single user mode, the

s system uses only enough daemons to allow a single

etc/rc.d/rcl.d
S user to log in. The user is automatically logged in as /etc/rc.d/

single the root user.

This is multi-user mode. In multi-user mode, the
system allows multiple users to log in. It also
provides networking services with the exception of
the Network File System.

/etc/rc.d/rc2.d

This is extended multi-user mode. In extended
multi-user mode, the system provides multi-user
mode support in addition to all network services,
including Network File System.

/etc/rc.d/re3.d

This runlevel is not used. However, you can

tc/rc.d/rc4.d
manually define it if you wish. /etc/rc.d/rc

This is graphical mode. In graphical mode, the
system provides the same capabilities as in
extended user mode. However, the system also
supports graphical log ins.

/etc/rc.d/rc5.d

This is the reboot runlevel. In this runlevel, the
6 ) /etc/rc.d/rc6.d
system re-starts itself. Do not set the runlevel to 6.

The following graphic shows an example of the /etc/rc.d directory contents.
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Notice the following items in the graphic:

« Shell script files that launch services are stored in the /etc/rc.d/init.d
directory. On some systems, a symbolic link at /etc/init.d also points to this
directory.

o Symbolic links in the runlevel directories (rc0.d, rcl.d, etc.) point to the
daemons in the /etc/rc.d/init.d directory. Names of these links identify
whether the services are started or stopped.

o Files are named in the directory in the following ways:
o K+ number + service = kill
o S+ number + service = start

o The number in the file name is a priority number. The lower numbers
have priority over (execute before) higher numbers.



» Files that kill processes run before files that start processes.

« Inthis example, switching to runlevel 1 will kill the atd service (KO5atd
symbolic link) and start the keytable service (S17keytable symbolic link).

o When you use the chkconfig command, you are adding and removing
symbolic links in the runlevel directories (rc0.d, rcl.d, etc.).
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5.2. Init Commands and Files

The table below lists the most common commands for managing runlevels.

Use...

chkconfig --add
name

chkconfig --del
name

chkconfig --level
level name

chkconfig --level
level name
on| off|reset

To...

Add a new service to be managed by chkconfig. As part of
adding the service, chkconfig makes sure the service has a
start or kill entry at every runlevel. Examples:

o chkconfig --add atd starts the atd daemon

o chkconfig --add ypserv starts the ypserv daemon

Remove a service from chkconfig management. As part of
the removal, symbolic links to the service are removed
from /etc/rc0-6.d. Examples:

o chkconfig --del Idap removes the |dap daemon

e chkconfig --del irda removes the irda daemon

Specify the level to which a service should belong.
Examples:

o chkconfig --level 5 Ipd specifies level 5 for the |pd
daemon

« chkconfig --level 15 specifies levels 1 and 5 for the
ntpd daemon

Starts, stops, or resets the named service in the specified
runlevel. The on and off options affect levels 2, 3, 4, and 5
when the runlevel is omitted. Examples:

o chkconfig --level 345 nfslock off turns the nfslock
daemon off in runlevels 3, 4, and 5

o chkconfig ypxfrd on turns the yp transfer daemon
oninlevels 2, 3,4,5



View a list of services and their runlevels. If you use the
chkconfig --list  |name option, you will only get information for the named
service.

Change the system runlevel. Examples:

o init 0 changes the system to runlevel O, shutting the

init runlevel
system down

telinit runlevel
o init 1 changes the runlevel to 1, which is single-user
mode, often used for maintenance tasks.

init
. 9 Have init re-examine the inittab file.
init Q

runlevel View the current runlevel.

Init uses the /ect/inittab file to determine the system runlevel and load daemons.
The table below describes the format of the lines in the inittab file (the inittab
uses a colon-delimited format).

Field Description

This field organizes the file to allow the init daemon to read it

label:
ane alphabetically.
runlevel(s): This field specifies the runlevel(s) to which the line corresponds.

This field tells init what action to take (e.g., respawn, wait, boot,

action: . . .
bootwait, powerfail, powerwait).

command This field designates a shell command to execute.



The following lines below are typical inittab lines:

o id:5:initdefault: This line indicates that init should set the system runlevel at
5 by default.

« si:sysinit:/etc/rc.d/rc.sysinit This line indicates that that init should execute
the /etc/rc.d/rc.sysinit command prior to entering a runlevel when the
system initializes. (The program initializes the system hardware, set
environment variables, verifies filesystems, and prepares the system to
load daemons.)

« cmd:123:wait:/sbin/custom This line runs the special script file
(/sbin/custom) for runlevels 1, 2, and 3.

Tip: You can also edit the /etc/rc.local script file to perform actions when the
runlevel changes or the system reboots.
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5.3. Services Commands and Files

Managing most services is done by executing a shell script that corresponds to the
service. Shell scripts are typically located in /etc/rc.d/init.d, although a symbolic
link pointing to this directory might also exist at /etc/init.d. Shell scripts contain a
series of actions to start, stop, and otherwise manage the service. The table
below lists the most common commands for managing services.

Use... To... Example

Run the shell script
associated with the service.
The options available
depend on the shell script.
Most scripts include the
following options:

Jetc/rc.d/init.d/ . start /etc/rc.d/init.d atd start
servicename optien " Stop /etc/rc.d/init.d atd restart
. status
. restart
o reload

e *(shows a list of
available options)

. Use this command as
. View the status of all )
service --status-all shown to get a list of

services .
service status.

Use the service command
service servicename |line tool to manage services
option (eliminates the need to type
the service's full path).

service atd start

service atd restart



5.4. Process Management

A process refers to a program that is running in memory and in the CPU. There are
two types of processes that you should be aware of:

« User processes--Started when a user executes a program file. For example,
when you execute a shell command, you start a user process.

o Daemon processes--Started by the system (usually when the system boots
up), but they can be started manually. Most daemons provide system
services.

Linux also allows you to run processes as either foreground processes or
background processes.

« Foreground processes are attached to and running on the terminal.

» Background processes are waiting in idle. You have limited signal control
over waiting processes (like calling them back to the foreground). When
you run a background process, you create a job.

The system uses the following numbers to identify processes:

o The process ID (PID) uniquely identifies each process. System-started
processes typically have low numbers, while user-started processes have
higher numbers.

o The parent process ID (PPID) identifies the process that spawned (or
started) the process.

o The job number identifies running jobs.

The PIDs, PPIDs, and job numbers become important when you want to manage
your processes. These numbers allow you to identify processes, parent processes,
and background processes in order to run commands against them. For example,
you can identify and kill (stop) processes.

o Initis the first process started by the system. It is responsible for spawning
all other processes.

« Processes can, in turn, start other processes.



» To stop a process, use the kill command with the process ID number.

« When you stop a process, all child processes are stopped as well. You can,
however, kill a process and specify that child processes remain running.

« If you kill a parent process, and not its child processes, the child processes
become children of init.

« A zombie process is an orphaned process (a process without a parent). This
happens when the parent process fails to kill its child processes properly.
Zombie processes can linger in the system, consuming resources and PIDs
that the system needs.

o Core processes always have the lowest pid numbers and are always at the
top of a ps -aux listing.
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5.5. Viewing Processes Commands

There are several versions of the ps command from different Linux distributions.
The GNU version has become the most common version, and it also supports the
most options. The table below lists the most common ps commands for gathering
information about running jobs and processes.

Use...

ps

ps -A
ps -e

ps -a

ps -f

ps -u

ps -1

ps -X

ps -aux

To...

Show the processes associated with the current user and
terminal.

Show all processes.

Show processes owned by other users and attached to a terminal
(i.e., foreground processes).

Show all possible detail for processes.
Show processes by user ID.

Show the processes in long format. The -l option gives you the
process state (under the F for flag). The process state tells you if
the process is sleeping (S), running (r), or traced (t) by another
process. It will also tell you if a process is a zombie (Z) process.

Show processes that are not attached to a controlling terminal.
You can use this option to view daemon processes that begin
during system start up without a terminal association.

Use the -a, -u, and -x options simultaneously. You can also run the
aux option without the dash. (You can also run ps ax to receive
the output of the -a and -x options.)



Output information for the process on a single line. For example,
ps -aux | grep atd shows the process information for the atd
daemon.

ps -aux | grep
processname

View an interactive listing of processes organized by processor

top :
time.

pstree provides an output similar to the ps -f command. pstree outputs a
hierarchical display of process relationships, so it can help you understand the
parent/child process relationships. The tree displays using vertical lines and the +
sign to show intersections. However, using the -G option, you can get solid lines
using VT100 line-drawing characters that you can read more easily, as you see in
the image below.

[rootld localhost root]# pstr alElw more
initi(ll apmd (16

atd (1’

bdfl

honoki

%(1971)

gnome—-ses=sion (2148) —

The table below describes common pstree options.
Option Description

This option displays the command line argument used to launch the
processes.



This option allows the display of identical subtrees. By default, pstree
compacts identical subtrees.

This option uses the VT100 line-drawing characters to display the
process relationships.

-p This option includes the PIDs in the displayed output.

You can also use the top command to show processes in realtime, continuous
updates. This command is useful when you want to monitor processes.

o The top command returns uptime, load, CPU status, and memory
information for processes.

« top lists the most CPU intensive processes at the top of the output.
« Hit the q key to exit the top command.

vmstat returns information on a number of processes, but it is primarily useful in
allowing you to monitor the physical and swap memory in a system. The image
below shows the output of vmstat.

[rootllocalhost root]# wmsStat
nrocs HEmO L Y SWAD io
r !

r b w swpd frees uff  cach =0 bo

o o o 19520 TEed  E7eE0 daE52 5

The table below describes the vmstat output.
Letter Description
r The number of processes waiting to run.

b The number of sleeping processes.

w  The number of processes in swap memory.



swpd
free
buff
cache
si
so

bi

bo

Cs

us

sy

The amount of swap memory (in kilobytes).

The amount of free physical memory.

The amount of memory used by buffers (in kilobytes).

The amount of physical memory used by caches.

The amount of memory (in kilobytes) swapped in from the disk per second.

The amount of memory (in kilobytes) swapped out from the disk per
second.

The number of blocks sent to block devices per second.

The number of blocks received from block devices per second.
The number of CPU interrupts sent per second.

The number of CPU context changes per second.

The CPU user time.

The CPU system time.

The CPU idle time.

© Sergey Gorokhod
AWS SysOps/MCT/MCAAA/MCSE/MCITP/MCSA/CCSE/CCSA/CCNA/A+®
Web: https://infosec.co.il/

E-mail: sergey@infosec.co.il
Mob: (+972) 526848757
https://linkedin.com/in/mctexpert/




5.6. Process Management Commands

After you have identified running processes, use the following commands to
terminate running processes.

Use... To... Example

Terminate the process with that
process ID number. This command

kill PID ) kill 6754
allows the process to complete its
execution before stopping.
il -9 PID jl'ermin'ate the p'rocess '
or immediately. This command forces kill -9 6754
. the process to stop regardless of its or
kill -s SIGKILL ) .
D status. You can use this command kill -s SIGKILL 6754
to terminate zombie processes.
Terminate a process by name. This
killall P . y killall atd kills all processes
command terminates all processes
processname named atd

with that process name.

Use to terminate a program that is
not responding in the GUI. xkill
changes to the cursor to something
xkill resembling a gun sight. Move the
cursor over the hung program's
window and click the mouse
button to terminate the program.

You should know the following facts about the ps and kill commands listed above:

o The kill command sends a terminate signal of varying strengths, numbered
from 1 to 64. Each number sends a different type of kill command.
However, there are only five common signals used:



o

o

1 -- Stops a process and restarts it with the same PID.

2 -- Sends an interrupt signal to the process. It’s a weak kill signal but
generally effective.

3 -- Stops the process by taking the process information in memory
and sending it to a core file on the hard disk.

15 -- Stops the process gracefully. It is the default kill signal.

9 -- Stops the program forcefully.

o The kernel uses the nice command to assign process priority number to
processes. Users can use the nice command to change process priorities.
For example, combined with the kill command, the command kill -n19 PID
elevates the kill command's priority to 19, the highest available priority
number.

The following table lists commands you can use to manage jobs.

Use... To...
jobs View the active jobs.
Ctrl+Z Push a current job into the background
bg Send a process to the background.
fa Bring a process to the foreground.

command & Start a process in the background.

Start a command with a higher or lower priority. The higher

nice -n +numeric the number, the lower priority the job receives in the
value command |system. (A job started with a - rather than a + in front of the
and options numeric value receives a higher priority than that of 0 (zero)

assigned to the process by default.)



Assign a new priority to a process that has already started.
renice +numeric You can include a list of PIDs separated by a space to give
value PID them all the same priority number. You can also substitute a
- for the + as in the nice command.
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5.7. Power Management Commands

Linux provides support for two types of power management, APM (Advanced
Power Management) and ACPI (Advanced Configuration Power Interface). ACPI is
the newer of the two technologies. It actually allows the operating system to
control power management rather than the BIOS, as is the case with APM.

The APM daemon is apmd, which handles power management. The apm
command controls the APM behavior. The table below lists common apm options.
(You will need to enable APM in the kernel and set the apmd daemon to start on
boot-up. You may also need to set certain features, like Wake on LAN, in the
BIOS.)

Option Description

Configures the machine to ignore APM messages when running on AC
power.

Output the remaining battery time in number of total minutes rather
than hours and minutes.

Configures the machine not to ignore APM messages when running on
AC power. This is the default setting.

-S Put the machine into suspend mode.

-S Put the machine into standby mode.

As stated above, ACPI is the newer power management technology, moving
power management from the BIOS to the operating system. Current Linux kernels
support the ACPI driver, but to implement ACPI, you need to rebuild your kernel,
entering 'y' when given the CONFIG_ACPI option. The ACPI driver files are stored
in /proc/sys/acpi. In addition to the driver files, you need to build and install the
following ACPl components: and .



« acpid, the ACPI daemon (installed by default in /usr/local/sbin). The
daemon watches for and processes ACPI events. Scripts for triggering
events are stored in directories found in /proc/acpi/events.

« acpictl, the user client that communicates with acpid (installed by default in
/usr/local/bin). Use the -b option to view the battery information.

ACPI supports four primary sleep modes (/proc/acpi/sleep), described by the
table below.

Sleep Mode Description

This state maintains power to the CPU, but instructions do not

S1 (Stopgrant
(Stope ) execute. It is similar to the Windows Standby option.

S3 (Suspend to This state shuts off power to the CPU, flushes its registers to
RAM) RAM, and maintains power to RAM.

S4 (Suspend to This state shuts off power to the CPU and to RAM, which writes
Disk) its contents to disk. Only the latest kernels support this state.

S5 (Soft Off) [This state shuts the system down.

To invoke a sleep state, use the echo > command, as you see in the examples
below.

e echo 1> /proc/acpi/sleep invokes the stopgrant sleep state.
e echo 3 > /proc/acpi/sleep invokes the suspend to RAM sleep state.
e echo 5> /proc/acpi/sleep invokes the soft off sleep state.
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5.8. cron Commands and Files

Use cron to schedule tasks to run on a regular schedule. Cron works by reading
the crontab file (cron configuration files, short for cron tables) and running the
corresponding script files or commands. There are two types of crontab files:

« The system-wide crontab file is /etc/crontab. (RedHat and Debian
distributions store some preconfigured tasks in /etc/crontab that deal with
disk usage. Only the root user should edit /etc/crontab; however, there is
generally no need to do so.)

« Each user has a personal crontab file located at /var/spool/cron/username.

You can prevent users from being able to edit crontab files by creating either an
/etc/cron.allow or an /etc/cron.deny file and listing the names of the users either
allowed or denied crontab editing privileges respectively.

The table below lists the most common crontab commands.
Use... To...

Edit the crontab file for the current user. The root user can use
crontab -e crontab -e -u username to edit the crontab file of the designated
user.

View the contents of the crontab file. (Can also be used by root

crontab -l | ) .
with the -u option to specify a user.)

Remove the crontab file. (Can also be used by root with the -u

crontab -r ) )
option to specify a user.)

To understand how to schedule jobs, you need to understand the crontab
scheduling format.

The table below illustrates the schedule format that you would see in a typical
task schedule. Note that an asterisk (*) is equal to any.



) Day of Day of
Example Minute Hour Month
Month Week
005**6 00 5 * * 6
1523 25 * * 15 23 25 * *

002411,6*, 00 24 1 1and 6 *

Meaning

This schedule runs the
6th day (Saturday) of the
week, at the 5th hour
(5am--5pm would be 17)
and zero minutes. (Note
that the days of the
week are numbered 0
through 7, 0 and 7 being
equal to Sunday.)

This schedule runs at
11:15 pm on the 25th of
every month.

This schedule runs at
midnight on the first
days of January and July.

The following table lists several examples of crontab entries.

Entry

00 23 30 3,6,9 * /bin/purge.sh del

Meaning

This shell script
with the del
parameter runs
on March, June,
and September
30th at 11:00
pm.



00 3 * * * yserupdate.sh

301 * *6 root /bin/csh /root/bin/updateusers.sh weekly

01 * * * * root run-parts /etc/cron.hourly

This shell script
runs at 3:00 am
every day.

This line comes
from the
/etc/crontab
system file. Note
that it contains
an extra line for
the username
under which the
command will
run. This shell
script with the
daily parameter
runs at 1:30 am
every Saturday.

This line comes
from the
/etc/crontab
file. It runs all
scripts in the
/etc/cron.hourly
directory on the
first minute of
every hour.
Additional
entries exist for
daily, weekly,
and monthly
directories. In
this way, you
can schedule



tasks without
editing the
crontab file
simply by
placing scripts in
the
corresponding
directories.
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5.9. at Commands

Use at to schedule tasks to occur once at a specific time. The table below lists the
most common commands for managing tasks with the at command. After you
schedule a time for the command to run, you receive an at prompt where you
enter the names of the command(s), one per line.

Command

at time date

at time_of day

at now

at now + number interval

at -f filename time

Run Time

Schedules the command to

run at a specific time and
date.

Uses time of day keywords
to run at a specific time.

Schedules the command to

run immediately.

Schedules the command to

run at the designated
number of minutes, hours,
days, or months from the
current time. (You must
specify the number of
minutes, hours, days, or
months.)

Schedule tasks in a file to
run at the designated time
(like a shell script, for
example).

Example

at 12:12AM

at 12:12AM September 1
at 12:00AM 01/01/2023
at 12:00AM 01012023
at 12:00AM 01.01.2023

at midnight
at noon
at teatime (4pm)

at now + 5 minutes
at now + 2 hours
at now + 6 days

at now + 1 months

at -f /root/myscript 10:12



at -l
atqg

at -d jobnumber
atrm jobnumber

List the tasks in the at
gueue. When you run this
command as root, at lists
all the jobs in queue. When
you run it as a user other
than root, at lists only the
jobs that apply to the user.

Remove jobs from the at
queue. Use commas to
separate multiple jobs.

at-d 2,3
atrm 4
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